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“Intuition, insight, and learning are no longer exclusive possessions of human

beings: any large high-speed computer can be programed to exhibit them

also.”

Herbert Simon, MIT, Nobel Prize, Turing award, 1958.
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Source: https://www.youtube.com/watch?v=aygSMgK3BEM

0:00 / 3:16

3



“If a typical person can do a mental task with less than one second of

thought, we can probably automate it using AI either now or in the near

future.”

Andrew Ng, Stanford University, Google Brain / Baidu, 2016.
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“The development of full artificial intelligence could spell the end of the

human race… It would take off on its own, and re-design itself at an ever

increasing rate. Humans, who are limited by slow biological evolution,

couldn’t compete, and would be superseded.”

Stephen Hawking, Cambridge University, 2014.
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“Artificial intelligence will reach human levels by around 2029. Follow that out

further to, say, 2045, we will have multiplied the intelligence, the human

biological machine intelligence of our civilization a billion-fold.”

Ray Kurzweil, Google, 2017.
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The singularityThe singularity

If technological progress continues at its current rate, it will increase exponentially.

Artificial Intelligence will soon reach the human intelligence level: this is the singularity.

Past that point, super artificial intelligence will be infinitely more intelligent than humans.

Skynet syndrome: Will machines still need us after the singularity?

Kurzweil and colleagues argue for transhumanity, i.e. the augmentation of human intelligence by super AI.
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The singularityThe singularity

The singularity hypothesis relies on an exponential increase of computational power.

Moore’s law (the number of transistors in a dense integrated circuit doubles about every two years) is the
only known physical process following an exponential curve, and it is coming to an end.
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The singularityThe singularity

But is scientific knowledge exponentially increasing?

Is the current deep learning approach taking all the light, at the expense of more promising approaches?

Science progresses with breakthroughs, which are by definition unpredictable.

Serendipity (luck + curiosity) is at the heart of scientific discoveries (gravity, microwaves, etc).

“Max Planck said, ‘Science progresses one funeral at a time.’ The future

depends on some graduate student who is deeply suspicious of everything I

have said”

Geoffrey Hinton, Univ. Toronto, 2017.
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A brief history of neural networksA brief history of neural networks
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Artificial Intelligence and Deep LearningArtificial Intelligence and Deep Learning

Source: https://data-science-blog.com/blog/2018/05/14/machine-learning-vs-deep-learning-wo-liegt-der-
unterschied

The term Artificial Intelligence was coined by John
McCarthy at the Dartmouth Summer Research
Project on Artificial Intelligence in 1956.

“The study is to proceed on the basis of the
conjecture that every aspect of learning or any other
feature of intelligence can in principle be so
precisely described that a machine can be made to
simulate it.”

Good old-fashion AI approaches (GOFAI) were
purely symbolic (logical systems, knowledge-based
systems) or using linear neural networks.

They were able to play checkers, prove
mathematical theorems, make simple
conversations (ELIZA), translate languages…
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Artificial Intelligence and Deep LearningArtificial Intelligence and Deep Learning

Source: https://data-science-blog.com/blog/2018/05/14/machine-learning-vs-deep-learning-wo-liegt-der-
unterschied

Machine learning (ML) is a branch of AI that
focuses on learning from examples (data-driven).

ML algorithms include:

Neural Networks (multi-layer perceptrons)

Statistical analysis (Bayesian modeling, PCA)

Clustering algorithms (k-means, GMM, spectral
clustering)

Support vector machines

Decision trees, random forests

Other names: big data, data science, operational
research, pattern recognition…
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Artificial Intelligence and Deep LearningArtificial Intelligence and Deep Learning

Source: https://data-science-blog.com/blog/2018/05/14/machine-learning-vs-deep-learning-wo-liegt-der-
unterschied

Deep Learning is a recent re-branding of neural
networks.

Deep learning focuses on learning high-level
representations of the data, using:

Deep neural networks (DNN)

Convolutional neural networks (CNN)

Recurrent neural networks (RNN)

Generative models (GAN, VAE)

Deep reinforcement learning (DQN, A3C, PPO)
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AI hypes and AI wintersAI hypes and AI winters
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What is deep learning and what can it do?What is deep learning and what can it do?

15



Supervised learning consists in presenting a
dataset of input/output samples to a parameterized
model.

The goal of learning is to adapt the parameters, so
that the model predicts the correct output for the
given inputs.

When learning is successful, the model can be used
on novel examples (Generalisation).

Examples:

Image  Label
Image  Image
Speech  Text
Text  Speech

Supervised LearningSupervised Learning

→
→
→

→
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Linear regressionLinear regression
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Linear regressionLinear regression
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Linear regressionLinear regression
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Linear regressionLinear regression
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Linear regressionLinear regression

The line

is a linear model of the inputs  allowing to make
predictions for any input.

One could also apply non-linear models, for
example polynomial regression:

or use more than one input, e.g. the surface of the
flat and its neighborhood :

The question is:

which value of the free parameters  and  represents best the data?

f(x) = w x + b

x

f(x) = + x + bw2 x2 w1

( , )x1 x2

f(x) = + + bw1 x1 w2 x2

w b
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Learning = optimizationLearning = optimization

A good model is a model that does the least errors on the training data.

One way to formulate this is to minimize the mean square error (mse) over the training set :

where:

 is the desired output for an example ,

 is the prediction of the model for that example.

The loss function  represents the average error of the model with parameters  on the
training set.

The model minimizing the loss function is the best model: it minimizes the error on average.

( ,xi yi)N
i=1

L(w, b) = ( − f( )min
w,b

1

N
∑
i=1

N

yi xi )2

yi xi

f( )xi

L(w, b) (w, b)
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minimum

initial
value

new
value

derivative of 
the function

...

Initially wrong estimate of : 

for :

We compute or estimate the
derivative of the loss function in :

We compute a new value  for
the estimate using the gradient
descent update rule:

Gradient descentGradient descent

Gradient descent (GD) is a first-order method to iteratively find the minimum of a loss function .L(θ)

θ θ0

n ∈ [0, ∞]

θn

∂L( )θn

∂θ

θn+1

Δθ = − = −ηθn+1 θn

∂L( )θn

∂θ
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Linear regressionLinear regression

Source: http://www.briandolhansky.com/blog/artificial-neural-networks-linear-regression-part-1
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The artificial neuronThe artificial neuron

An artificial neuron makes a weighted sum of its inputs:

Its parameters (weights and biases) are iteratively updated in the opposite direction of the gradient of the
loss function:

y = f( , … , ) = f( + b)x1 xn ∑
i=1

N

wi xi

Δ = −ηwi

∂L( , … , , b)w1 wn

∂wi
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Neural networkNeural network
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If you stack artificial neurons in layers, you obtain a neural network or multi-layer perceptron.

The function between the inputs  and the output  becomes non-linear.

All the weights and biases can be learned using the same algorithm as before.

The method to compute the gradients is called backpropagation.

Rumelhart, Hinton, Williams (1986). Learning representations by back-propagating errors. Nature.

x y
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Deep neural networkDeep neural network

A deep neural network is simply a neural network with more than one layer between the inputs and the
outputs.

The deeper the network, the more complex representations it can learn from the data.

Learning does not change, you just need to be able to compute gradients and apply gradient descent to
slowly change the weights and biases.
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Convolutional Neural NetworksConvolutional Neural Networks

A convolutional neural network (CNN) is a cascade of convolution and pooling operations, extracting layer
by layer increasingly complex features.

The spatial dimensions decrease after each pooling operation, but the number of extracted features
increases after each convolution.

Training a CNN uses backpropagation all along: the convolution and pooling operations are differentiable.
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Deep Learning autograd frameworksDeep Learning autograd frameworks

Tensorflow  released by Google in 2015 is now the standard DL framework.

Keras  is a high-level Python API over tensorflow, theano, CNTK and MxNet written by
Francois Chollet.

PyTorch  by Facebook is gaining a lot of momentum.

Theano  released by U Toronto in 2010 is the predecessor of
tensorflow. Now abandonned.

Caffe  by U Berkeley was long the standard library for convolutional
networks.

CNTK  (Microsoft Cognitive Toolkit) is a free library by Microsoft!

MxNet  from Apache became the DL framework of choice at
Amazon.

Gluon  is a high-level API over MxNet.

https://www.tensorflow.org/

https://keras.io/

http://pytorch.org

http://deeplearning.net/software/theano/

http://caffe.berkeleyvision.org/

https://github.com/Microsoft/CNTK

https://github.com/apache/incubator-mxnet

https://github.com/gluon-api/gluon-api
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Example of a deep neural network with kerasExample of a deep neural network with keras

You just need to define the structure of your network, which loss function should be minimized and how,
provide the data, press play and wait!

 
 

 
 

 
 

 
 

 
 

 

from keras import *
model = Sequential()

# First hidden layer
model.add(Dense(1000, input_dim=(128, 128, 3)))
model.add(Activation('relu'))
model.add(Dropout(0.5))

# Second hidden layer
model.add(Dense(200))
model.add(Activation('relu'))
model.add(Dropout(0.5))

 
 

 
 

 
 

 
 
 

 
 

# Softmax output layer
model.add(Dense(10))
model.add(Activation('sigmoid'))

# Learning rule
optimizer = SGD(lr=0.01, decay=1e-6, momentum=0.9)
model.compile(loss='mse',
    optimizer=optimizer,
    metrics=["accuracy"])

# Train
model.fit(X, Y, batch_size=100, nb_epoch=100)

30



Why did deep learning get successful?Why did deep learning get successful?

31



The conditions for deep learningThe conditions for deep learning

1. Computational power 

Deep neural networks take a lot of computations for learning (GD is iterative).

GPUs (CUDA) are very good at convolutions and matrix-vector multiplications, with a factor 100 w.r.t
CPUs.

2. Lots of data 

NN only make meaningful predictions when they have enough data, otherwise they overfit, i.e. learn the
data by heart.

Web companies such as Google or Facebook have all your data.

These conditions were not met before 2008, explaining the second AI winter.

Source: https://blogs.msdn.microsoft.com/uk_faculty_connection/2017/11/07/microsofts-batch-ai-service-train-test-machine-learning-models-on-pools-of-gpu-machines/
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The ImageNet challenge was a benchmark for
computer vision algorithms, providing millions
of annotated images for object recognition,
detection and segmentation.

Object recognition

Object detection

Object segmentation

ImageNet recognition challenge (image-net.org)ImageNet recognition challenge (image-net.org)
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Classical computer vision methods obtained
moderate results, with error rates around 30%

In 2012, Alex Krizhevsky, Ilya Sutskever and
Geoffrey E. Hinton (Uni Toronto) used a CNN
(AlexNet) without any preprocessing.

To the big surprise of everybody, they won with an
error rate of 15%, half of what other methods could
achieve.

Since then, everybody uses deep neural networks
for object recognition.

The deep learning hype had just begun…

Computer vision

Natural language processing

Speech processing

Robotics, control

ImageNet recognition challenge (image-net.org)ImageNet recognition challenge (image-net.org)
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Object recognitionObject recognition

Object recognition has become very easy, each image is associated to a label.

With huge datasets like ImageNet (14 millions images), a CNN can learn to recognize 1000 classes of
objects with a better accuracy than humans.

Just get enough examples of an object and it can be recognized.
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Facebook used 4.4 million annotated faces from
4030 users to train DeepFace.

Accuracy of 97.35% for recognizing faces, on par
with humans.

Used now to recognize new faces from single
examples (transfer learning, one-shot learning).

Applications in videosurveillance is problematic.

Yaniv Taigman; Ming Yang; Marc’Aurelio Ranzato; Lior Wolf (2014), DeepFace: Closing the Gap to Human-
Level Performance in Face Verification, Conference on Computer Vision and Pattern Recognition (CVPR)

Facial recognitionFacial recognition
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To perform speech recognition, one could treat
speech signals like images: one direction is time,
the other are frequencies (e.g. mel spectrum).

A CNN can learn to associate phonemes to the
corresponding signal.

DeepSpeech from Baidu is one of the state-of-the-
art approach.

Convolutional networks can be used on any signals
where early features are local.

It uses additionally recurrent networks, which we
will see later.

Speech recognitionSpeech recognition

Hannun et al (2014). Deep Speech: Scaling up end-to-end speech recognition. arXiv:1412.5567 37



Object detectionObject detection
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YOLO : You Only Look OnceYOLO : You Only Look Once

Provided with enough labeled data, CNNs can be trained to predict:

The identity of an object.

Its position in the image (bounding box x, y, w, h)

Many architectures: Fast R-CNN, YOLO, SSD…

Redmon et al. (2015). You Only Look Once: Unified, Real-Time Object Detection. arxiv:1506.02640
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https://pjreddie.com/darknet/yolo/
https://www.youtube.com/watch?v=BNHJRRUKMa4

0:00 / 0:31
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Semantic segmentationSemantic segmentation

Semantic segmentation is a class of segmentation methods where you use knowledge about the identity
of objects to partition the image.

Classical segmentation only relies on the similarity between neighboring pixels, they do not use class
information.

The output of a semantic segmentation is another image, where each pixel represents the class.

Source : https://medium.com/nanonets/how-to-do-image-segmentation-using-deep-learning-c673cc5862ef
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Semantic segmentationSemantic segmentation

https://www.youtube.com/watch?v=OOT3UIXZztE

0:00 / 1:00
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NVIDIA trained a CNN to reproduce wheel steerings from
experienced drivers using only a front camera.

After training, the CNN took control of the car.

Dave2 : NVIDIA’s self-driving carDave2 : NVIDIA’s self-driving car

M Bojarski, D Del Testa, D Dworakowski, B Firner (2016). End to end learning for self-driving cars. arXiv:1604.07316, 2016
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Dave2 : NVIDIA’s self-driving carDave2 : NVIDIA’s self-driving car

M Bojarski, D Del Testa, D Dworakowski, B Firner (2016). End to end learning for self-driving cars. arXiv:1604.07316, 2016

0:00 / 1:02
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Source: C. Olah

A recurrent neural network (RNN) uses it previous
output as an additional input (context).

The inputs are integrated over time to deliver a
response at the correct moment.

This allows to deal with time series (texts, videos)
without increasing the input dimensions.

The most popular RNN is called LSTM (Long short-
term memory networks) (Hochreiter and
Schmidhuber, 1997).

Recurrent neural networksRecurrent neural networks
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Video descriptionVideo description

Yao et al. (2015). Describing Videos by Exploiting Temporal Structure. arXiv:1502.08029
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Natural Language Processing : Automatic word/sentence completionNatural Language Processing : Automatic word/sentence completion

Google AI reserach http://ai.googleblog.com/2018/05/smart-compose-using-neural-networks-to.html
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Characters or words are fed
one by one into a LSTM.

The desired output is the next
character or word in the text.

Example:

Inputs: To, be, or, not, to

Output: be

The text on the left was
generated by a LSTM having
read the entire writings of
William Shakespeare.

Each generated word is used
as the next input.

Natural Language Processing : text generationNatural Language Processing : text generation

http://karpathy.github.io/2015/05/21/rnn-effectiveness/

PANDARUS: 
Alas, I think he shall be come approached and the day 
When little srain would be attain'd into being never fed, 
And who is but a chain and subjects of his death, 
I should not sleep. 
 
Second Senator: 
They are away this miseries, produced upon my soul, 
Breaking and strongly should be buried, when I perish 
The earth and thoughts of many states. 
 
DUKE VINCENTIO: 
Well, your wit is in the care of side and that. 
 
Second Lord: 
They would be ruled after this chamber, and 
my fair nues begun out of the fact, to be conveyed, 
Whose noble souls I'll have the heart of the wars. 
 
Clown: 
Come, sir, I will make did behold your worship.
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Natural Language Processing : Text translationNatural Language Processing : Text translation

RNNs allow to transform a sequence into another sequence.

The encoder learns for example to predict the next word in an English sentence.

The decoder learns to associate this vector to the corresponding French sentence.

You only needs many texts in both languages: EU commission, popular books.
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Google Neural Machine TranslationGoogle Neural Machine Translation

Bwd LSTM

Fwd LSTM

| | | | |

Embed

He loved to eat .

Encoder

Encoder

Encoder

Encoder

Encoder

Encoder

Encoder

Er liebte

Softmax

Decoder

Decoder

Decoder

Decoder

Decoder

Decoder

Decoder

Decoder

ErNULL

+
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Supervised learning allows to learn complex
input/output mappings, given there is enough data.

Sometimes we do not know the correct output, only
whether the proposed output is correct or not
(partial feedback).

Reinforcement Learning (RL) can be used to learn
by trial and error an optimal policy .

Each action (=output) is associated to a reward.

The goal of the system is to find a policy that
maximizes the sum of the rewards on the long-
term (return).

Deep reinforcement learningDeep reinforcement learning

Sutton and Barto (1998). Reinforcement Learning: An Introduction. MIT Press. http://incompleteideas.net/sutton/book/the-book.html

π(s, a)

R( , ) =st at ∑
k=0

∞

γk rt+k+1
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DQN : learning to play Atari gamesDQN : learning to play Atari games

A CNN takes raw images as inputs and outputs the probabilities of taking particular actions.

Learning is only based on trial and error: what happens if I do that?

The goal is simply to maximize the score.

Mnih et al. (2015). Playing Atari with Deep Reinforcement Learning. NIPS.
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DQN : Atari gamesDQN : Atari games

Mnih et al. (2015). Playing Atari with Deep Reinforcement Learning. NIPS. https://www.youtube.com/iqXKQf2BOSE

0:00 / 1:14
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A3C : robot locomotionA3C : robot locomotion

Mnih et al. (2016). Asynchronous Methods for Deep Reinforcement Learning. in Proc. ICML. http://arxiv.org/abs/1602.01783. https://www.youtube.com/watch?v=faDKMMwOS2Q

0:00 / 3:25
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DDPG : roboticsDDPG : robotics

Levine et al. (2016). Learning Hand-Eye Coordination for Robotic Grasping with Deep Learning and Large-Scale Data Collection. in Proc. ISER.http://arxiv.org/abs/1603.02199. https://www.youtube.com/watch?
v=iaF43Ze1oeI

0:00 / 0:29
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DDPG : real carsDDPG : real cars

Source : https://wayve.ai/blog/learning-to-drive-in-a-day-with-reinforcement-learning

0:00 / 2:25
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Google Deepmind - AlphaGoGoogle Deepmind - AlphaGo

In 2015, Google Deepmind surprised everyone by publishing AlphaGo, a Go AI able to beat the world’s best
players, including Lee Sedol in 2016, 19 times world champion.

The RL agent discovers new strategies by using self-play: during the games against Lee Sedol, it was able
to use novel moves which were never played before and surprised its opponent.

The new version AlphaZero also plays chess and sokoban at the master level.

David Silver et al. (2016). Mastering the game of Go with deep neural networks and tree search. Nature, 529(7587):484–489, arXiv:1712.01815.
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What deep learning cannot do and may never willWhat deep learning cannot do and may never will
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Problem 1 : Data is never infiniteProblem 1 : Data is never infinite

Deep networks are very powerful and complex models, which tend to overfit (bad interpolation).

They learn their parameters from the training data only:
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Problem 1 : Data is never infiniteProblem 1 : Data is never infinite

Deep networks are very powerful and complex models, which tend to overfit (bad interpolation).

They learn their parameters from the training data only:
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Datasets for deep learning are typically huge:

ImageNet (14 million images)

OpenImages (9 million images)

Machine Translation of Various Languages (30
million sentences)

Librispeech (1000 hours of speech)

…

The deeper your network, the more powerful, but
the more data it needs to be useful.

Solutions: data augmentation, transfer learning…

Problem 1 : Data is never infiniteProblem 1 : Data is never infinite
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Transfer learning / Domain adaptationTransfer learning / Domain adaptation

Microsoft wanted a system to automatically detect snow leopards into the wild, but there were not enough
labeled images to train a deep network.

They used a pretrained ResNet50 as a feature extractor for a simple logistic regression classifier.

Only works when the source and target domains are similar enough.

Source: https://blogs.technet.microsoft.com/machinelearning/2017/06/27/saving-snow-leopards-with-deep-learning-and-computer-vision-on-spark/
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Deep RL has the same sample complexity problem:
it needs many trial-and-errors to find a correct
behavior.

DQN and its variants need 200 million frames to
learn to play Atari games:

38 days of uninterrupted human playing…

 

Problem 1 : Data is never infiniteProblem 1 : Data is never infinite

0:00 1:14
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Starcraft II AI (Google Deepmind)Starcraft II AI (Google Deepmind)

On December 18th 2018, Google Deepmind defeated the human team “Mana” on Starcraft II, a much more
complex game than Go for computers.

Source: https://deepmind.com/blog/alphastar-mastering-real-time-strategy-game-starcraft-ii/

“The AlphaStar league was run for 14 days, using 16 TPUs for each agent.

During training, each agent experienced up to 200 years of real-time StarCraft

play.”"
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Problem 2 : Computational power and energyProblem 2 : Computational power and energy

Source : https://openai.com/blog/ai-and-compute/
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Problem 2 : Computational power and energyProblem 2 : Computational power and energy

AlphaGo consumes 1 MW. The world total electricity production is around 25 TW (25 million AlphaGos).

The humain brain needs 20 W.

Source: https://www.ceva-dsp.com/ourblog/artificial-intelligence-leaps-forward-mastering-the-ancient-game-of-go/
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Problem 3 : Data is biasedProblem 3 : Data is biased

Deep networks only learn from data, so if the data is wrong or biased, the predictions will reproduce it.

Scenario 1: you use AI to sort CVs based on how well your previous employees performed.

If you only hired white middle-aged men in the past, the AI will discard all the others. (Amazon)  

Scenario 2: You train your speech recognition system on male American voices.

You will not recognize female voices or foreign accents well (everybody).

Scenario 3: You create an AI chatbot on twitter, “Tay.ai”, learning from conversations with the twitter
crowd.

The chatbot became in hours a horrible sexist, racist, homophobic monster (Microsoft).

AI bias is currently taken very seriously by the major players.

Source: https://www.fastcompany.com/40536485/now-is-the-time-to-act-to-stop-bias-in-ai, https://www.weforum.org/agenda/2019/01/to-eliminate-human-bias-from-ai-we-need-to-rethink-our-approach/
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Problem 4 : No real generalizationProblem 4 : No real generalization

Deep networks can be forced to interpolate with enough data or generalization, but cannot extrapolate.

For example, CNNs do not generalize to different viewpoints, unless you add them to the training data:

http://imatge-upc.github.io/telecombcn-2016-dlcv
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Problem 4 : No real generalizationProblem 4 : No real generalization

In deep RL, the slightiest perturbation to the game disrupt the performance.

Make the ball green and the system has to re-learn (almost) everything…

Kansky, K., Silver, T., Mély, D. A., Eldawy, M., Lázaro-Gredilla, M., Lou, X. et al. (2017). Schema Networks: Zero-shot Transfer with a Generative Causal Model of Intuitive Physics. arXIv, cs.AI.

0:00 / 1:14
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Deep networks are still highly specialized, they do either:

Computer Vision

Speech processing

Natural Language Processing

Motor Control

but never two at the same time.

Problem 5 : One task at a timeProblem 5 : One task at a time

The fact that computers can be better than humans on single tasks should not be worrying:

The program written by Jim Slagle for his PhD thesis with Marvin Minsky was already better than MIT
students at calculus in 1961.

Some may be able to play different games at the same time (DQN, AlphaZero) but it stays in the same
domain.

The ability to perform different tasks at the same time is a criteria for general intelligence.
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Problem 6 : Learning is mostly offlineProblem 6 : Learning is mostly offline

Train on A Train on B Train on A

A is forgotten!P
er

fo
rm

an
ce

Time

NN are prone to catastrophic forgetting: if you learn A then B, you forget A.

The only solution is to mix A and B during training.

Online learning is very difficult: you can’t adapt a NN once it has learned.
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A schmister is a sister over the age of 10 but under the age of 21. 

Do you have a schmister?
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Problem 7 : Lack of abstractionProblem 7 : Lack of abstraction

Deep learning currently lacks a mechanism for learning abstractions through explicit, verbal definition.

They would need to experience thousands of sentences with schmister before they can use it.

“Indeed even 7-month old infants can do so, acquiring learned abstract

language-like rules from a small number of unlabeled examples, in just two

minutes (Marcus, Vijayan, Bandi Rao, & Vishton, 1999).”

Marcus, G. (2018). Deep Learning: A Critical Appraisal. arXiv:1801.00631.
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I stuck a pin in a carrot; when I pulled the pin out, it had a hole. 

What has a hole, the carrot or the pin?

75



DL models do not have a model of physics: if the
task (and the data) do not contain physics, it won’t
learn it.

DL finds correlations between the inputs and the
outputs, but not the causation.

DL has no theory of mind: when playing against
humans (Go), it does not bother inferring the
opponent’s mental state, it just plays his game.

No DL model to date has been able to show causal
reasoning (or at least in a generic way).

Other AI approaches are better at causal reasoning
(hierarchical Bayesian computing, probabilistic
graphical models), but they do not mix well with
deep learning.

Problem 8 : Lack of common senseProblem 8 : Lack of common sense
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Problem 9 : OverattributionProblem 9 : Overattribution

Deep networks do not learns concepts such as cats, dogs, paddles or walls.

They merely learn correlations between images and labels.

Comparative (animal) psychology sometimes call this phenomenom overattributions.

We want AI to be intelligent, so we attribute it intelligent features.

The only way to verify this is to have deep networks which verbalize their decisions (not there yet).
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Problem 9 : OverattributionProblem 9 : Overattribution

Lapuschkin et al. (2019). Unmasking Clever Hans predictors and assessing what machines really learn. Nature Communications 10, 1096. doi:10.1038/s41467-019-08987-4.
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Problem 10 : Adversarial attacksProblem 10 : Adversarial attacks

One major problem of deep networks is that they are easy to fool.

It turns out that a minimal change on the input image is enough to completely change the output of a
trained network.

Using neural networks everywhere (self-driving cars, biometric recognition) poses serious security issues
which are unsolved as of now.

Many different attacks and defenses are currently investigated .

Source: https://blog.openai.com/adversarial-example-research, https://arxiv.org/abs/1707.08945

https://arxiv.org/pdf/1712.07107.pdf
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Adversarial attacks work even when printed on paper.

Object detection:

They also work in real life: a couple of
stickers are enough to have this stop
sign recognized as a speed limit sign by
an autonomous car…

Face identification is a major issue:

Problem 10 : Adversarial attacksProblem 10 : Adversarial attacks

Source: https://blog.openai.com/adversarial-example-research, https://arxiv.org/abs/1707.08945
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Problem 11 : Game fallacyProblem 11 : Game fallacy

Deep learning has only been successful on relatively “easy” tasks until now.

Games like Chess or Go are easy for AI, as the rules are simple, fixed and deterministic.

Things get much more complicated when you go in the real-world: think of where the Robocup is.

Moravec’s paradox:

it is comparatively easy to make computers exhibit adult level performance

on intelligence tests or playing checkers, and difficult or impossible to give

them the skills of a one-year-old when it comes to perception and mobility.

https://blog.piekniewski.info/2016/11/15/ai-and-the-ludic-fallacy/
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Source: https://www.youtube.com/watch?v=1h5147KLikU

0:00 / 2:04
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Source: https://www.youtube.com/watch?v=jxvZ0AdM0SY

0:00 / 1:28
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Source http://blogs.discovermagazine.com/sciencenotfiction/2011/06/25/towards-a-new-vision-of-the-singularity/
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Deep learning will probably not lead to true
intelligence soon, too many fundamental problems
are not solved yet.

Terminator is not coming.

However, its applications already raises ethical and
safety issues.

Keep calm and do research.

Computational neuroscience: perhaps we should
first try to understand how the brain and human
intelligence actually work.

ConclusionConclusion
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